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Bach to the Future: Using a Genetic Algorithm to Create Chorales in the Style of J.S. 

Bach

Andrew Cerni

New College of Florida 2013

Abstract

One of the goals of natural computing is to develop and use techniques inspired 

by nature to solve complex problems using a computer.  Genetic algorithms represent one 

such technique.  Inspired by the processes of natural selection and evolution, a genetic 

algorithm seeks to generate solutions to an optimization problem via a process which 

involves the production of many generations of populations whose individuals represent 

potential or approximate solutions to the given problem.  In this thesis, we employ  a 

genetic algorithm approach to the problem of generating four-part chorales in the 

traditional Western style.  We perform a number of computational experiments and 

produce successive generations of chorales, and  demonstrate that the average and 

maximum fitness of the candidate pool increases.  Additionally, we perform another 

experiment where the genetic algorithm attempts to reconstruct a chorale composed by 

J.S. Bach, using distorted versions of the original chorale as a seed population.

Patrick McDonald

Division of Natural Sciences
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1. Introduction

Certain processes exist in nature which are good at solving problems.  The 

associated natural systems can solve a wide variety of problems, such as enabling ants to 

forage for food, or enabling a creature to learn according to the principles of classical 

conditioning.  Some of these processes solve general problems which are similar to 

problems that humans are interested in solving.  Two types of problems which nature has 

adapted to solve include optimization problems, which are often solved using swarming 

methods and natural selection, and classification problems, which are often solved using 

neural networks.

The term “evolutionary computation” refers to a set of computing paradigms 

which are inspired by processes modeled on natural phenomena in which a solution 

appears as the dynamic result of natural processes.  These computing methods proceed by 

first creating simplified models of the natural phenomenon, then apply the models to the 

domain of problems where associated natural processes are observed to produce 

solutions.  Once designed, these models can be applied to a wide variety of problems 

which fall within the domain.  There are a wide variety of specific methods which fall 

under the general category of evolutionary computation. We review several methods to 

illustrate how the ideas are implemented.

Artificial neural networks seek to imitate learning as it is understood to occur in 

the human brain, but on a much smaller scale.  In the brain, billions of neurons come 

together to form complex biological neural networks involving trillions of connections.  

These connections enable an organism to do many things, including the classification of 
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phenomena based on input received by the senses.  These classifications are, over time, 

reinforced through the means of classical conditioning.  It is this schema which the 

artificial neural network seeks to emulate – classification achieved through training of a 

learning system comprised of a network consisting of activation, nodes, and weighted 

edges.

An artificial neural network consists of nodes which are connected to other nodes 

by  edges carrying an associated weight.  The network takes input examples, complete 

with desired output of the example, and after a training period can classify output for a 

novel input example.  Nodes are generally arranged in layers, as shown in figure 1, and 

processing is carried out from left to right (so-called feed forward networks).  

Figure 1: Artificial neural network with input layer, hidden layer and output layer. 

Dake [4]
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In the preceding scheme, the leftmost layer is the input layer, the rightmost is the 

output layer, and the middle layer is termed the hidden layer.  Each parameter in the data 

set is associated with an input node.  Each node not in the input layer instead receives 

input associated to the node from the previous layer, and determines its output according 

to an activation function.  The output of each node is also multiplied by the weight 

associated with the connection before being used as input for an activation function.  For 

feed-forward networks, the output value of a node A will be equal to the sum of the 

output of each node Xi which is connected to A, multiplied by the weight wi associated to 

the connection between A and Xi.  The value achieved by output nodes is what 

determines the classification which the neural network attributes to the set of input 

parameters.  

During training of a network, a set of input parameters is given along with a 

desired classification for that particular set of inputs.  The weights of the connections are 

then changed through the method of backpropagation1 until the desired output is 

achieved.    Once the network has been trained on the entire training set, the network can 

take novel input, and with some measure of accuracy, correctly classify those sets of 

input in terms of type of output by using the set of weights which were determined 

through training.

In Uysal et al. [14],  an artificial neural network approach was applied to 

predicting the loss of compressive strength of self-compacting concretes.  The concretes 

contained various ratios of mineral additives and were subject to various high 

temperatures ranging from 200 to 800 degrees Celsius.  The neural network took the 

1: For a more detailed description of backpropagation and neural nets, see Rojas, R. [13]
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ratios of minerals and the temperature as input and was used to classify the concrete's loss 

of compressive strength.  In another study from 2011, artificial neural networks were 

applied to the problem of predicting oil prices in the long term.  The variables that 

Azadeh et al. [2] used to determine the price included supply, distillation capacity, and 

the refinery capacity of the United States, among others.  Both of these problems used 

artificial neural networks to classify novel parameter sets with an acceptable degree of 

accuracy.

While artificial neural networks provide a natural approach to pattern 

classification, swarming methods are often useful in problems which involve 

optimization.  Swarming method algorithms seek to find solutions to complex problems 

by utilizing a population of individuals who follow simple rules in order to produce an 

optimum solution.  Ant colony optimization, a type of swarming method, works by 

simulating pheromone trails, the communication method of ants.  Dorigo et al. [5] applied 

ant colony optimization to the traveling salesman problem, which is the problem of trying 

to determine the shortest route which visits a given number of locations on a map.  They 

showed that the method outperformed other evolutionary computing strategies, including 

genetic algorithms.  Martens et al. [11] used ant colony optimization to solve the general 

problem of classification which is often the problem domain of artificial neural networks. 

The algorithm handles classification in multiple classes and is capable of determining its 

own parameters in a dynamic fashion rather than relying on expert user input.

In an ant colony optimization algorithm, initially ants wander the landscape, 

randomly searching the two or three dimensional map, and return to the nest when they 
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find food.  Any trail that the ants leave are potential solutions.  If there are many ants then 

the ants collectively find multiple solutions to the path problem, and leave multiple 

pheromone trails.  Pheromones evaporate over time, and ants will follow the trail with the 

strongest concentration of pheromones, with a small probability of deviating from that 

trail.  Since the shortest paths will take less time to travel, there will be less time for the 

pheromones to evaporate, making it more attractive to the ants which in turn causes them 

to reinforce it. Eventually every ant will follow only the shortest path, which describes 

the optimal solution to the problem.

A third method of evolutionary computation, the method used in this thesis, is 

called a genetic algorithm.  Genetic algorithms have been applied to a wide variety of 

problems, including predicting secondary RNA structures by Batenburg et al. [3], 

designing automated control systems by Li et al. [9], and three-dimensional packing 

problems by He et al. [7] in which the goal was to pack a variety of boxes of different 

sizes into another box with an open top.

Genetic algorithms were designed to mimic the processes of natural selection and 

evolution.  In nature, organisms are associated to a DNA sequence, called their genome.  

In a given environment an organism's genome provides the information required for 

individual growth.  The end product or expression of the DNA (that is, the individual) is 

called a phenome.  This process is often referred to as the central dogma of biology.  As 

organisms progress through life, they are subject to natural selection, which causes 

portions of a population to die or somehow otherwise become unable to reproduce.  

Natural selection operates entirely on phenotype – for example, bats are most likely to 
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catch the slowest mosquitoes.  They are most likely to catch these particular mosquitoes 

because of their physical attributes, or phenotype, which arises from an expression of the 

mosquitoes' genotype.

Genetic algorithms start with a set of data, designated the initial pool of 

genotypes, each element of which form a set of characteristics, designated the phenotype, 

which describe the potential solution.  For example, in the well-known traveling salesman 

problem where a salesman wants to take the shortest path which will take him to each 

city in a list, the genotype can be taken to be a description of the order in which the cities 

are visited, and the phenotype can be identified with the genotype or a list of distances 

between adjacent cities.  The fitness function is then the sum of the distances between the 

cities.  Genotypes can be determined randomly or created from an existing data set, and 

are then subject to a series of processes which imitate the process of evolution.  They are 

evaluated against some measure based on their phenotype, and those with the least fitness 

are removed from the pool, while those with the best fitness are selected for breeding.  

During breeding, two parent genotypes are chosen, often through a method like roulette-

wheel selection, for a process called crossover, which uses one of many methods to 

combine the data from multiple old genotypes into a new genotype.  After crossover, 

resulting genotypes are subject to mutation, which with a low probability performs some 

kind of transformation on the crossover genotype.  The outcome of crossover and 

mutation is a collection of genotypes representing children of the parents.  Surviving 

parents and children comprise the next generation.  Individuals in the next generation are 

subject to fitness testing and the process is iterated.  The algorithm terminates upon 
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reaching a predetermined criteria for completion, which can be anything from the pool 

reaching a desired average fitness to a set number of iterations having been preformed.

In this thesis, we use genetic algorithms to create not only single melodies, but 

entire four part chorales using randomly generated starting musical parts.  The process of 

evolution is twofold – one evolutionary algorithm was designed for creating individual 

melodies, and another was designed for uniting the melodies into a single musical piece.
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2. Background

2.1 Components of a Genetic Algorithm

Defining a genetic algorithm consists of several steps: model selection, generation 

of initial solutions, evaluation of the fitness of the solutions, removal of the solutions with 

the worst fitness, creation of new solutions  by combining the old solutions with the best 

fitness, subjecting the new solutions to a mutation scheme, and repetition of the process 

starting at the first step until termination criteria is met.  In this section we describe in 

detail each part of the process.

Before any work can be done on actually creating a genetic algorithm, 

consideration must be given to the model which is selected to describe the content upon 

which the algorithm operates.  In a genetic algorithm, there must exist a set of data to be 

operated on which constitutes the genotype, and genotype must be expressed in a 

phenotypic form which can be identified as belonging to a set of potential solutions to the 

problem which is to be solved.  As in nature, natural selection acts on the level of 

phenotype.  In addition, a fitness function which grades the fitness of a potential solution 

must be determined.

Initial solutions to the problem which the algorithm is trying to solve take the 

form of data which can be either generated randomly, usually under the assumption that 

the solutions are drawn from the domain of potential solutions to the problem, or 

otherwise obtained through acquiring sets of data.

In the process of fitness evaluation, each potential solution is assigned a fitness 

score.  These scores are then determined by a set of rules which describe an optimal 
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solution, also called the fitness function.  Therefore, the solutions which are the best at 

following the rules will have the best fitness score, while the solutions which are worst at 

following the rules will have the worst fitness score.  The individual solutions are then 

assigned a score based on the fitness function.  For example, in the traveling salesman 

problem, the fitness function can be 1-(pi/pp), where pi is the length of the path given by a 

candidate solution and pp is the sum of the lengths of the paths of all candidate solutions.

When new solutions are generated, portions of the best scoring individuals in the 

population are spliced together to form new solutions through crossover.  There are many 

different schemes which can be implemented in the process of crossover, but every 

crossover scheme should result in mixing of genetic material to construct a new 

genotype.  An example is given by single point crossover, where a fixed point in the 

genetic structure is chosen and parts are taken from each parent to make children of the 

same length.  This simple example may or may not work.  For example, in the traveling 

salesman problem, it fails if we model genomes by permutations of cities.

Mutation schemes alter the genetic data of a solution according to some 

probabilistic rule in order to maintain diversity in the population of solutions.  Some 

mutation schemes include changing the value of some number of items in the sequence of 

genetic data, or possibly rearranging the available data.  For example in the traveling 

salesman problem modeled as above, two cities may exchange place in list describing the 

order in which they are visited.

Termination criteria can take many forms, including but not limited to reaching a 

certain number of iterations of the algorithm, individual solutions reaching a certain 
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fitness, or the pool of solutions reaching a certain average fitness.

2.2 Rules for writing musical parts

In this implementation of the genetic algorithm, there are three main rules for 

writing melodies which are of importance.  These rules are meant to create a melody 

which is singable by a human performer, though talented performers will inevitably 

create more complicated music.

• In most melodies, most of the notes in a piece should be greater than or equal to 

the duration of the beat.

• Intervals larger than a third, unless it's to the root or the fifth of the key, should be 

avoided.

• A piece of music must be within the range of the instrument upon which it is 

meant to be played.

Additionally, there are also five main rules which are of importance during the 

process of chorale composition.  Most of these rules have been put in place to ensure the 

integrity of the sound of the piece of music, as certain arrangements can interfere with the 

independence of the voices or create dissonance. 

• Chorales must conform to a progression which is acceptable according to the 

standard phrase model, which will be laid out in section 2.3
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• Avoid second inversion chords.

• Non-harmonic tones must be of the types laid out in section 2.3

• Avoid parallel fifths and parallel octaves

• Adjacent voices must not cross 

2.3 Components of music relevant to discussion

The fundamental concept of music upon which everything else is built is the note, 

which is a single sustained sound.  A note has two properties – pitch and duration.  Pitch 

is associated with the frequency of the sound being made, and in musical terminology 

different pitches are designated by different letters: A, A#/Bb, B, C, C#/Db, D, D#/Eb, E, 

F, F#/Gb, G or G#/Ab.  The # symbol designates that a note is sharp, while the b symbol 

designates a note which is flat.  The distance between two adjacent notes in the scheme 

outlined above is called a half step, while the difference between two notes which are 

separated by another note is termed a whole step.  The musical structure is cyclical in the 

sense that the notes A and G are adjacent.  Duration describes for how long the note is 

meant to be played.  

The distance between two notes in terms of pitch is called the interval between the 

notes, and intervals are named for how far apart the notes are from each other.  The term 

for the interval between two notes of the same frequency is the unison, and the distance 

between two different notes which are represented by the same letter is termed an octave.  

The other intervals are termed a second if the notes are adjacent to each other, all the way 

to a seventh if the notes have five letter names between them.  In addition, when two 
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notes are exactly one octave apart, the frequency of the higher pitch note is twice the 

frequency of the lower.  

Another way of naming two notes besides frequency is their MIDI number.  The 

function which determines a note's MIDI number maps the note's frequency to an integer. 

The end result of this function is that notes which are adjacent to each other in the 

naming scheme outlined above are given MIDI numbers which are also adjacent.  Being 

able to utilize the MIDI standard makes interval calculation easy, since any interval is 

synonymous with the absolute value of the difference between the MIDI numbers of the 

notes in question.

The fundamental concepts of rhythm which are relevant to the composition of 

chorales are those of beat, measure, meter and tempo.  In music, the beat refers to the 

regular pattern of the rhythm of a piece of music.  When someone taps their foot along 

with a song, they are usually following the beat or subdivisions of the beat.  A measure 

consists of a section of the composition, which is defined by a given number of beats.  

The concept of measure makes it easier for musicians to refer to specific sections of a 

song.

The concept of meter refers to the scheme for grouping of beats in measures 

within a piece of music.  For example, a song in 4/4 time has four beats per measure with 

each beat being a quarter note.  The first number in the meter refers to the number of 

beats per measure, while the second number refers to which note value corresponds to a 

beat.  Related to the concept of meter is the tempo of a musical piece, which commonly 

refers to how many beats per minute occur in the piece.  Several examples of the notation 
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used for meter can be seen in figure 2, including 3/4, 3/8, and 4/4 time.  

Figure 2:  Examples of the notation of the meter.  From left to right: 3/4 time, 3/8 

time and 4/4 time.  Example was created in Finale 2011 [10].

In Bach chorales, every composition is assigned to a key, which is a set of notes in 

which the composition is written.  Keys have a single note which creates a harmonic 

center and the key is named for, and six other tones in a fixed relationship to the 

harmonic center.  These notes are determined by a set of intervals based around the root 

note.  For example, the pattern for making a Major Key is to start with a root note, then 

follow a pattern of whole step, whole step, half step, whole step, whole step, whole step, 

half step.  Since the nature of the note scheme is cyclical, the last note in the key will 

always be the same as the first.  Since there are twelve notes in the western musical 

convention, each type of key has 12 different forms it can take, which are determined by 

the root note, which is the first note in the key.  Keys come in a variety of patterns which 

are used to create different styles and moods of music, but they all have the commonality 

of being defined by a root note and a set of intervals.

There are two components of music which build upon the idea of notes – chords 

and melodies.  A chord is a musical construct which is composed of three or more notes 
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sounding simultaneously.  Each chord is assigned a number, one through seven, based on 

it's place in the key.  Each chord also is associated with a position, which describes which 

note in the chord occupies the lowest frequency.  Each chord also has a number of 

positions equal to the number of notes which are in the chord.  Chords consisting of three 

notes have root position, first inversion and second inversion.  For example, an A major 

chord has three notes – A, C and E.  The chord in root position has A as the lowest 

frequency note being played.  That same chord in first inversion has the C as the lowest 

frequency note being played, and in second inversion it has the E as the lowest note.  In 

figure 3, three C major chords are illustrated.  

Figure 3:  Examples of chord inversions.  From left to right: root position, first 

inversion, second inversion.  Example was created in Finale 2011 [10].

A melody is composed of a series of notes which are meant to be played in 

succession rather than at the same time.  A melody can be composed either for an 

instrument or a person's singing voice.  If a melody is composed for a voice, it needs to 

be within the person's range, which can be described as the set of notes which they can 

actually sing.
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Chorales are a musical structure which build upon the concept of melodies.  A 

chorale is a group of four melodies which are meant to be played together at the same 

time.  These melodies working in conjunction give each chorale a chord progression.  In 

addition, chorales are traditionally composed for people with four different ranges, called 

the soprano, alto, tenor and bass voices.  

A chord progression is a musical structure which is a series of chords played in 

succession, as melodies are to notes.  Chord progressions at all times must follow the 

phrase model, which is a set of rules designating which chords can follow one another.  In 

the phrase model, the first chord of a key may be followed by the fourth or the fifth chord 

of a key, the fourth chord must be followed by the fifth, and the fifth chord must be 

followed by the first.  Additionally, the first chord can be substituted by the sixth chord, 

the fourth chord can be substituted by the second chord, and the fifth chord may be 

substituted by the seventh chord.  Additionally, the same chord may be played multiple 

times, and the substitutions chords may take the place of their relative chords in any place 

they appear, leading to the possibility of substitutions moving to and from themselves or 

to and from other substitution chords.

During the composition process, it is possible to specify notes which do not 

belong to the current chord specified in the progression, but still belong to the key which 

was selected for the piece.  These types of notes are termed non-harmonic tones, while 

the notes which are in the chord assigned by the progression are termed harmonic tones.  

There exist several types of non-harmonic tones which are defined by the 

properties of the non-harmonic tone in question and the tones adjacent to it.  Each non-
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harmonic tone in a composition must be one of the specified types to be included in the 

composition.  For example, a passing tone must have a chord tone on both sides of it, the 

difference in tone between the passing tone and its adjacent tones must be less than or 

equal to a tone away from the passing tone, but must not be the same tone,  and the 

movement between the passing tones and it's adjacent tones must be in the same direction 

both leading to and moving away from the passing tone.

The types of non-harmonic tones which can be included in a composition are 

passing tones, neighbor tones, suspensions, retardations, escape tones, appoggiaturas, and 

anticipations.

Passing tones are tones which leave a chord tone by an interval of less than or 

equal to a step, and move in the same direction to another chord tone by an interval of 

less than or equal to a step.  Neighbor tones conform to the same constraints, except that 

the movement to and from the neighbor tone are in opposite directions.

Suspensions are a type of tone which begins as a chord tone and then continues to 

be played during a section of the song where the progression specifies a chord which it 

does not belong to.  The note then moves with a downward motion to a chord tone.  

Retardations have the same properties as suspensions, except that they move upward 

instead of downward.

Escape tones are those tones which move from a chord tone by an interval of less 

than or equal to a step, and then move back to a chord tone by a leap.  Additionally, the 

movement of the intervals must be in the opposite direction.  Appoggiaturas also have the 

same properties as escape tones, except that the movement from a chord tone to the 
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appoggiatura must be a leap, while the movement from the apopoggiatura to the next 

chord tone must be by step.

Finally, anticipations are a non-harmonic tone which could be considered the 

inverse of suspensions and retardations.  Instead of beginning as a chord tone and 

becoming a non-harmonic tone, anticipations begin as a non-harmonic tone which 

becomes a chord tone.  Additionally, the movement to the anticipation must be by step.

2.4 Recent implementations of computational composition.

Since the early 1990s there have been a wide variety of approaches to creating a 

computational construct which is designed to create music.  For example, Hild et al. [8] 

utilized a neural network that they termed HARMONET.  HARMONET utilized 

backpropagation in order to achieve an acceptable output.  After being trained on a 

number of Bach chorales, HARMONET, when given a novel melody, could construct 

three other parts to form a harmonized chorale.  

Following the success of HARMONET, McIntyre [12] designed a genetic 

algorithm approach to the same problem.  McIntyre's algorithm took as input a single 

melody, which it used to create three other melodies to form an entire chorale.  Similarly, 

Allan et al. [1] designed a hidden markov model which again predicted the three 

remaining voices when given an input of a single melody line.

The work of Allan et. al. was followed by the work of Geis et al. [6], who used ant 

colony optimization to design a two stage algorithm with a similar objective as the one in 

this thesis.  The first stage of Geis' algorithm creates single melodies, and the second 
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stage harmonizes the melody of stage one according to the rules of Baroque harmony.  

We employ a similar two stage scheme to evolve chorales using genetic 

algorithms.  Our algorithm first evolves a population of melodies, which it then uses to 

evolve a population of chorales.
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3. Methods

3.1 Code structure

In this thesis, we make use of Python version 2.7.1+ to code the entire algorithm.  

In Python, structures are called classes.  Classes can store data, termed attributes, and 

functions which are termed methods. We also make extensive use of modules which are 

included in the Python distribution, such as the modules “os”, “pickle” and “datetime”.  

The only module used which is not included in the Python distribution is the “MIDIUtil” 

module, created by M. Wirt [16], which exports the chorales as MIDI files.

The bulk of the code is wrapped into the chorales.py module as a set of class 

definitions.  The major class structures include Note, Melody, Melody_Population, 

Chorale,  Chorale_Population, and Submelody.  This class based architecture was then 

imported into scripts which created instances of the classes upon which experiments were 

performed.

The Note class is defined to be a class with four attributes: tone, frequency, 

duration, and duration_length, which is designated as the percentage of a measure which 

defines the note's duration.  Tone is stored as a string – for example 'C' or 'A#'.  

Frequency and duration_length are stored as a floating point number with three decimal 

places of accuracy, while duration is stored as the floating point fraction of how much of 

a single measure it takes up in terms of time.

The Note class has one method of importance, which converts the note's 

frequency into it's MIDI number for it's use in the calculation of intervals.

The Melody class has several attributes which define it's characteristics: each 
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melody has a key, a time signature, a number of measures, a fitness number, and a set of 

data describing the frequencies of notes which are in the key of the melody that are drawn 

upon when creating melodies randomly.  The Melody class also has methods associated 

with it that perform operations upon instances in the process of the genetic algorithm, 

such as generating a random melody, grading its own fitness based on the rules for 

composing melodies, and counting the number of measures in itself.  Finally, there are 

four classes which inherit the Melody class as a base class – Soprano_Melody, 

Alto_Melody, Tenor_Melody and Bass_Melody.  These classes only add two attributes – 

a list of two integers which designate the MIDI numbers of the top and bottom note of the 

range of the part, and a string which holds the name of the type of voice.

In addition, melodies also inherit everything from the built-in Python type list, 

meaning that melodies are simply lists of note instances with additional structure built on 

top of it, such as the fitness grading functions.  In Python, lists are objects which have 

additional methods and attributes designed to be useful in the process of coding.  

Copying these attributes and methods by utilizing inheritance is very helpful for 

simplicity and readability's sake, and was also efficient in regards to programming.  For 

example, when iterating through the notes in a melody is required, the same syntax can 

be used as in when iterating through any other list, which saves the programmer time and 

makes code more clear.

The class Melody_Population also inherits from the Python type list, and it is just 

a list of Melody instances.  This structure is entirely composed of different methods 

which operate on the population of solutions, which includes things like generating an 
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initial pool and the method for crossover.  There are also four classes which inherit their 

structure from Melody_Population: Soprano_Population, Alto_Population, 

Tenor_Population and Bass_Population.  Instances of populations of melodies in this 

algorithm are never instances of Melody_Population, but are rather instances of one of 

the four classes associated with a vocal range.

In this thesis, chorales are a structure which stores four melodies, one of each of 

the four voice types.  The chorale structure also optionally enables the user to import a 

chorale by specifying a directory which contains information about the chorale to be 

imported.  

Populations of chorales are similar in structure to populations of melodies.  The 

Chorale_Population class inherits everything from the Python type list, and is itself a list 

of chorale instances.  There are also a variety of methods associated with the class which 

are invoked during the genetic algorithm.

3.2. Method of evolving melodies

In this genetic algorithm, the genotype consists of groups of melody and note 

instances,as discussed in the previous section.  The operations of the methods associated 

with the Melody and Note classes perform the workload on this genotype.  The fitness in 

this thesis is the percentage of each melody which conforms to the rules discussed in 

section 2 for composing a melody in the classic western style.

In the implementation of this genetic algorithm, the initial genotypes are 

generated by adding notes with random attributes to a melody until it reaches a desired 
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length.  These initial solutions will always be the correct length due to the method 

through which they are constructed.

The measurement of fitness in the genetic algorithm is achieved through the 

application of the rules for voice leading when writing for vocal parts.  One parameter 

was created for each of the three criteria numerated in section 2.3, resulting in three 

parameters upon which the melody was evaluated.

• Most notes should be greater than or equal to the duration of the beat.

• No intervals larger than a third unless to the root or fifth of the key.

• Notes must fall within a specified range.

The three parameters were then assigned numerical scores specific to the solution 

in the range [0, 1], corresponding to how much of the melody follows the specified rule.  

Each of these values was then multiplied by a weight associated with each parameter.  

These weights allowed the genetic algorithm to vary the importance of each rule over 

multiple tests by supplying different weights as input.  After weighting, each individual 

score is summed to give the sum fitness, which is then divided by the total weight of the 

piece in order to transform the scores back into the range [0, 1].  This number then 

becomes the fitness score of the individual melody, which is also the weighted average.  

By default, weights are equal, corresponding to an equal importance between rules.

For example, in order to determine how closely any melody conforms to the rule 

that intervals should be a third or smaller unless to the root or fifth of the key, each 
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interval was examined by subtracting the MIDI number of each adjacent note and seeing 

if it's absolute value was less than or equal to four, or an interval of a third. The 

percentage of intervals which conform to the rule was noted, which is naturally in the 

range [0, 1].

In this algorithm, the parent solutions which are used to create child solutions are 

chosen through roulette wheel selection.  The roulette wheel selection weighs the chance 

of choosing each parent by the percentage of the fitness it contributes to the sum fitness 

of the entire pool of melodies.  Once the parents are chosen, the algorithm compares the 

two parent melodies to determine the points at which they can be split in order to achieve 

an acceptable crossover of genetic data.  The algorithm determines which points to split 

the parent melodies by determining when each one has a note starting at the same point in 

time in each of the melodies.  This step is important to ensure that the children of the 

parents are the same length as the parents.

After the possible splitting points are found, the algorithm evaluates the fitness of 

a subsection of the melody – a set of notes adjacent to the potential splitting point.  The 

algorithm then selects the point with the associated subsection of the melody with the 

lowest fitness to use as the splitting point for the parent melodies, creating two children.

If there are no possible splitting points returned by the method which finds them, 

a fixed-point crossover scheme is used, where each parent is split exactly halfway 

through the melody and the two halves are attached to form a child, which also creates 

two children.

After crossover, each child is subject to mutation.  In this thesis, the mutation 
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scheme takes two notes chosen at random from a single melody and switches their place 

in the melody.

There are four input parameters to the evolution of melodies which can be 

adjusted at the outset of the algorithm.  The number of individual solutions in the 

population, the number of generations desired until termination, the mutation rate and the 

percentage marked for deletion at each generation of the algorithm.

3.3. Method of evolving chorales

The first step in creating chorales is the evolution of melodies.  Once melodies are 

complete, chorales are created by making a random choice for each vocal line from the 

pool of solutions created by the first genetic algorithm.

The next step in the evolution of chorales is the assignment of fitness scores for 

each chorale.  The chorales are graded based on five criteria:

• How closely it follows a user supplied chord progression

• Whether any of the chords formed are in second inversion

• Whether the non-harmonic tones are of the types which are allowed

• Whether there are any parallel fifths or parallel octaves

• Whether any of the parts cross.

At the outset of the algorithm, the user supplies a chord progression as input, 

which is then supplied to the fitness evaluation function in order to grade whether the 
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piece conforms to the progression.  This progression lists the chord which is specified to 

be played at every point in time for the duration of the chorale.

This algorithm examines each chorale for suspensions, retardations, passing tones, 

neighbor tones, appoggiaturas, escape notes, and anticipations.  The algorithm then 

transforms the fitness criteria to the range of [0, 1] by dividing the number of acceptable 

non-harmonic tones by the total number of non-harmonic tones in the chorale.

In order to grade how well the chorale handles voice crossing, each place in the 

chorale where voices could cross was examined to see if they did cross.  The individual 

fitness criteria was transformed to the range of [0, 1] by dividing the number of times it 

didn't cross by the number of times it could have crossed

The second stage of this algorithm checks for parallel fifths and parallel octaves 

by iterating through each melody, at each point in the iteration checking to see if a note 

ends.  When it finds a note that ends it checks to see if another note ends at the same 

time.  That indicates a possibility of undesirable parallels, which the algorithm then 

checks for by comparing the direction and distance of the interval which occurs in the 

two voices.  If there is no undesirable interval then a tally is made.  At the end of the 

iteration the tally is divided by the number of possible undesirable parallels to give it a 

range in [0, 1]

At each point in the chorale, the bass note is compared to the assigned chord in 

the progression.  If the note indicates that the chord is not in second inversion, a tally is 

made of it.  Then the tally is divided by the number of checks made to transform it to the 

range of [0, 1].
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Similar to the algorithm which evolves the melodies, this algorithm may be 

supplied a weight for each of the components of the fitness score.  The method of 

calculating the final fitness score for the chorale remains the same as in the fitness 

evaluation of melodies – the components are multiplied by their respective weights, 

summed, then divided by the sum total of each individual weight.

In the crossover of chorales, new parents are chosen again by roulette wheel 

selection from the pool of potential solutions.  Then, two children are made from the two 

parents, one of which takes the top two voices from one parent and the bottom two voices 

from the other parent, and another where the algorithm keeps the inner two voices (alto 

and tenor) from one parent and the outer two voices (soprano and bass) from the second 

parent.

In the mutation scheme for this stage of the algorithm, each of the four voices in 

the chorale are subject to mutation.  When mutation occurs, the same method which is 

invoked to mutate individual melodies in the first stage of this algorithm is again 

invoked.

The parameters which are given as input to the algorithm are the same four which 

are given at the outset of evolving melodies – pool size, generations desired, mutation 

rate, and deletion percentage.  The parameters describe the same exact thing as they did 

in the evolution of melodies.

3.4. Making sounds

In order to make sounds, the Melody and Chorale classes both have methods 
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which invoke functions in the MIDIUtil module.  This code library is necessary in order 

for the algorithm to save a MIDI file which has the chorale encoded.  The MIDI file is 

then saved in the current working directory with the file name having been supplied by 

the user when they instructed the current chorale instance to save to disk.
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4. Tuning Parameters

4.1. Tuning fitness weight parameters

The first test which was run in this thesis was to determine which set of weights 

used as input to the fitness evaluation yielded maximal fitness scores for a chorale 

composed by J.S. Bach.  

To optimize the first stage of the algorithm, a selection of weights in the range of 

[1, 4] were applied to each of the three fitness components outlined in section 3.0, which 

resulted in 64 sets of parameters tested.  Each of the four voices of the Bach chorale were 

graded using the same set of parameters, and then the four scores were averaged to give a 

final score for each parameter set.

Optimization of the second stage of the algorithm proceeded similarly to the first 

stage.  Weights in the range of [1, 4] were applied to each of the five fitness components 

outlined in section 3.0.  

However, before the Bach piece could be evaluated for fitness, it had to be given a 

chord progression to which it could be compared to.  After examining the chorale, we 

determined that there were eight possible chord progressions which could be ascribed to 

the piece.  The eight possible progressions and the ranges applied to the weights produced 

8*4^5, or 8192 sets of parameters to be tested.  The results of these tests are discussed in 

section 4.

4.2. Tuning genetic algorithm parameters

The next test which was run in this thesis was to determine which set of 
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parameters, when used as input for the genetic algorithm, generated the solution with the 

highest fitness.  A range of values were applied to each of the parameters which served as 

input for both stages of the genetic algorithm, and the average, minimum and maximum 

fitness scores were recorded.

The value for population size was fixed at 500, while the values applied to the 

percentage of the population deleted were 5, 15, 25, and 35 percent.  The values 100, 300 

and 500 were applied to the number of generations which the algorithm evolved, and the 

values 5, 10, 15, 20, and 25% were used as the chance of mutation.

The values were applied to the evolution of both melodies and chorales.  The 

average, minimum and maximum fitness values for the evolved populations were then 

recorded.  In order to ensure that the scores are comparable, an initial population was 

generated, which was then reused for each evolution, meaning that the initial seed is not 

included in the variables to be tested.  The results of these tests are also discussed in 

section 4.
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5. Results

5.1. Results from tuning fitness weights

The tests to determine the optimal weights for the fitness parameters of the first 

stage of this algorithm yielded three results which were then used as input to the genetic 

algorithm for the remainder of the tests performed.  The weight associated with the first 

rule detailed in section  3.2 had the lowest weight among the top scoring parameter sets.  

Out of the top 20 scoring sets of parameters, 14 had a weight of 1 while the other 6 had a 

weight of 2.  The second parameter detailed was the least consistent – the weights were 

mostly random.  The third parameter detailed in section  3.2 was a little more consistent – 

in the top fifty percent of the parameter sets, only 9 were of weight 1 or 2.  Finally, the 

score for the melody with the highest fitness was .969, close to a perfect 1.0, while the 

lowest score was a .868.  The small interval between the highest and lowest fitness grade 

suggest that none of the rules' weights are particularly important.  If one of the rules 

contributing to the fitness function did not describe melodies in terms of the style of J.S. 

Bach, then we would see a larger gap between the highest and lowest fitness score.

The 8192 tests to determine the proper fitness weights for the second stage of our 

algorithm were accomplished in a little under 36 seconds.  The tests returned rather 

conclusive results: out of the fifty highest scoring parameter sets, 35 used the same chord 

progression, while the other 15 was split between the second, third and fifth chord 

progression.

In addition, of the five fitness parameters which were tested, the parameters 

grading parallel movement and crossing voices were weighted very heavily, with most of 
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the top scoring chorales having a 3 or 4. The other three parameters were weighted very 

lightly, with most of the top scoring chorales getting a 1 or 2.

Finally, the highest scoring parameter set for the second stage of our algorithm 

produced a fitness score of .844, while the lowest fitness score was tallied as .325.  The 

large gap between the scores suggests that the parameters which were marked as having 

the larger weight contributed a significant portion of the score to produce the most fit 

chorale.  It is likely that there are other sets of rules which could evaluate the fitness 

which would result in a higher average fitness being assigned to the Bach chorale when 

all weights are equal.  

Truncated results from the tests described in this section are contained in tables 

one and two.  Additionally, the full test result files are located in the media CD 

accompanying this thesis in the directory “/finished tests/Weight tests”
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Table 1: Fitness score and parameter sets for the test described in section 4.1.  This 

is the data for the first stage of the genetic algorithm.

fitness score leaps range beats
0.969 4 4 1
0.968 3 4 1
0.966 2 4 1
0.965 4 3 1
0.964 1 4 1
0.963 3 3 1
0.96 4 2 1
0.96 2 3 1
0.957 3 2 1
0.957 1 3 1
0.953 4 4 2
0.953 4 1 1
0.953 2 2 1
0.95 3 4 2
0.948 3 1 1
0.947 4 3 2
0.946 2 4 2
0.946 1 2 1
0.944 3 3 2
0.942 1 4 2
0.941 4 2 2
0.941 2 1 1
0.939 4 4 3
0.939 2 3 2
0.935 3 4 3
0.935 3 2 2
0.933 4 3 3
0.932 4 1 2
0.932 1 3 2
0.931 2 4 3
0.928 4 4 4
0.928 3 3 3
0.928 2 2 2
0.928 1 1 1
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Table 2: Fitness score and parameter sets for the test described in section 4.2.  This 

is the data for the second stage of the genetic algorithm

fitness progression 2nd_inversion non-harmonic_tones parallel_movement crossing_voices progression_used
0.844 1 4 1 1 4 0
0.828 1 4 1 1 3 0
0.828 1 3 1 1 4 0
0.81 1 4 1 2 4 0

0.809 1 4 2 1 4 0
0.809 1 4 1 1 2 0
0.809 1 3 1 1 3 0
0.809 1 2 1 1 4 0
0.808 2 4 1 1 4 0
0.807 1 4 1 1 4 1
0.799 1 4 1 1 4 2
0.797 1 3 1 1 4 1
0.792 1 4 2 1 3 0
0.792 1 4 1 2 3 0
0.792 1 3 2 1 4 0
0.792 1 3 1 2 4 0
0.791 2 4 1 1 3 0
0.791 2 3 1 1 4 0
0.79 1 4 1 1 4 4

0.788 1 4 1 1 3 1
0.787 1 3 1 1 4 2
0.785 1 4 1 1 1 0
0.785 1 3 1 1 2 0
0.785 1 2 1 1 3 0
0.785 1 1 1 1 4 0
0.783 1 2 1 1 4 1
0.781 1 4 1 3 4 0
0.78 1 4 3 1 4 0
0.78 1 4 2 2 4 0

0.779 2 4 2 1 4 0
0.779 2 4 1 2 4 0
0.779 1 4 1 1 3 2
0.778 3 4 1 1 4 0
0.777 1 3 1 1 4 4
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5.2. Results from tuning genetic algorithm parameters

The results for the input parameter set which yielded the highest fitness were less 

conclusive than those in section 4.0.  For the melody parameters detailed in section 3.2 , 

the only one which had any measure of consistency was the deletion percentage – half of 

the top fifty percent of scoring melodies deleted thirty-five percent of the melodies in the 

pool.  Mutation percent and number of generations both displayed no tendencies.

These results suggest that in the first stage of the genetic algorithm, most of the 

power comes from making a large number of new melodies in each iteration of the 

algorithm.  The randomness of the number of generations indicates that the score is likely 

dependent on initial conditions of the solution set, which in turn implies that my mutation 

scheme may not be affecting the chorales enough to break out of local maximum to find 

the global maximum.  

Shown in figure 4 is a graph of the maximum, average and minimum fitness 

scores vs. number of generations for a population of melodies evolved using the 

parameters determined by this section.  In this instance, the maximum stayed at fixed 

numbers which took large leaps at certain intervals.  The minimum value fluctuated more 

strongly around a particular value which also went up at the same time as the maximum.  

The average stayed between the other two scores as expected, with visible growth in an 

exponential fashion starting whenever the maximum and minimums moved up.
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Figure 4:  Graph of fitness vs. generation number for melody evolution. Created in 

Maple 16 [15]

The same set of tests on the second stage of the genetic algorithm produced 

similar results – the only parameter which was at all conclusive was that the number of 

generations was 500 for most of the top scoring chorales.  The percentage of the pool of 

chorales deleted tended toward the lower numbers, with the top five scoring chorales 

having five percent deleted.  The mutation rate showed no tendency towards any of the 

variables tested.

In the second stage of the algorithm, since we know that the percent of the pool 

deleted tended towards the lower numbers, it is possible that this stage of the algorithm is 
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also highly dependent on the initial conditions of the solution set.  The previous 

postulation that the mutation scheme is not affecting the chorales is given more credence  

since the second stage uses the same note-switching mutation scheme that the first part 

uses.  The fact that the number of generations tended to be higher however, indicates that 

something is more likely to cause a higher score when repeated often.  Since few chorales 

were deleted at each iteration, it seems possible that the mutation scheme worked better 

for the second stage of the algorithm than the first.

Figure  5 shows a graph of the maximum, average and minimum fitness scores vs 

generations for a chorale evolved with the parameter set determined by the test results 

from this section.  The scores show no significant progress in either direction, with most 

scores staying within the range of the initial maximum and minimum values.  Within that 

range, however, the scores fluctuated by a large amount, many times it moved by almost 

the range itself.  However, after approximately 60 generations the values converged to a 

single value, which then moved up and down in value.  This behavior is unexpected, but 

with each successive generation the chorales in the pool changed, creating different 

combinations of voices.
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Figure 5: Graph of fitness vs. generation number for chorale evolution.  Created in 

Maple 16 [15]

In order to prevent this behavior in the future, an alternative to the model wherein 

the two stages are encompassed in a single stage, leading every fitness criteria to be 

evaluated in one step, together.  This would be accomplished by generating a group of 

chorales with random notes for every part, then performing the genetic algorithm on 

them, creating multiple children from two parents by splicing together the individual 

parts.  This would hopefully lend the overall genetic algorithm the best of both stages of 

the algorithm -  with fitness jumping sharply as in the melody results when new, better 
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chorales are created, and creating more variation in each step, as in the chorale results.

Tables 3 and 4 show truncated versions of the tables containing the results 

described in this section.  Additionally, the full files for the results of the tests are located 

in the media CD which accompanies this thesis in the directory “/finished tests/Parameter 

Tests”.
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Table 3:  The maximum, minimum and average fitness scores for various parameter 

sets in the first stage of our genetic algorithm, from the test described in section 4.2.

Max fitness Min fitness Average fitness percent deleted Number of generations Mutation percent
1 1 1 35 500 15

0.986 0.9383333333 0.9733333333 35 500 5
0.984 0.8523333333 0.962 15 500 15
0.983 0.946 0.981 35 500 25

0.9813333333 0.8703333333 0.946 35 300 15
0.9653333333 0.8096666667 0.9366666667 35 300 10

0.96 0.8196666667 0.913 35 300 25
0.9593333333 0.8146666667 0.9306666667 35 500 20
0.9563333333 0.7766666667 0.8963333333 35 100 15
0.9506666667 0.8516666667 0.9283333333 25 500 25

0.947 0.807 0.9253333333 35 300 20
0.9356666667 0.7616666667 0.851 35 100 20
0.9213333333 0.7813333333 0.9006666667 35 500 10

0.904 0.7343333333 0.864 35 300 5
0.894 0.7543333333 0.8563333333 25 500 20

0.8873333333 0.7356666667 0.819 35 100 10
0.862 0.6916666667 0.807 25 500 15
0.862 0.6306666667 0.7666666667 25 300 20

0.8553333333 0.662 0.795 25 300 15
0.851 0.654 0.7663333333 5 500 20

0.8496666667 0.7373333333 0.8476666667 25 500 5
0.8483333333 0.572 0.7456666667 35 100 25

0.846 0.615 0.738 15 300 15
0.8343333333 0.7303333333 0.7926666667 5 500 10
0.8276666667 0.613 0.7216666667 15 300 25

0.823 0.6163333333 0.764 25 300 5
0.8183333333 0.6863333333 0.789 15 500 5
0.8183333333 0.563 0.7056666667 15 300 10
0.8183333333 0.559 0.7043333333 25 300 25
0.8163333333 0.5776666667 0.723 35 100 5

0.816 0.6173333333 0.757 15 500 20
0.8116666667 0.579 0.7216666667 15 500 25

0.811 0.6036666667 0.7573333333 25 500 10
0.8043333333 0.6966666667 0.725 5 500 5
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Table 4: The maximum, minimum and average fitness scores for various parameter 

sets in the second stage of our algorithm, from the test described in section 4.2.

Max Fitness Min Fitness Average Fitness Percent Deleted Number of Generations Mutation Percent
0.577 0.345 0.447 5 500 10
0.563 0.345 0.453 5 500 5
0.561 0.323 0.441 5 500 15
0.543 0.314 0.421 5 500 20
0.534 0.283 0.413 5 500 25
0.495 0.318 0.429 15 500 20
0.492 0.242 0.334 5 500 10
0.475 0.475 0.475 15 160 20
0.472 0.279 0.333 5 500 25
0.469 0.469 0.469 25 99 10
0.467 0.467 0.467 25 97 25
0.459 0.362 0.414 15 500 10
0.448 0.448 0.448 15 152 25
0.448 0.275 0.35 5 500 5
0.444 0.269 0.325 15 500 5
0.421 0.421 0.421 25 83 20
0.42 0.42 0.42 15 136 5

0.417 0.252 0.311 5 500 20
0.412 0.412 0.412 35 54 25
0.411 0.296 0.345 15 500 25
0.406 0.406 0.406 25 90 25
0.403 0.293 0.333 5 500 15
0.395 0.395 0.395 25 90 5
0.395 0.395 0.395 15 166 10
0.394 0.394 0.394 35 53 10
0.391 0.279 0.339 15 500 15
0.388 0.388 0.388 25 85 20
0.38 0.38 0.38 25 91 15

0.372 0.372 0.372 35 62 25
0.372 0.372 0.372 5 495 15
0.371 0.371 0.371 35 63 5
0.367 0.367 0.367 15 150 10
0.362 0.362 0.362 25 89 25
0.351 0.287 0.301 5 500 5
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5.3. Examination and analysis by hand of a selection of the high-fitness finished 

products

The final output of the genetic algorithm should follow rules laid out in section 

3.3 for the methods of evolving melodies, and in section 3.4 for the methods of evolving 

chorales.  In the output we examined, we found that most notes did indeed last longer 

than the beat of the song. The intervals between notes were many times within the 

acceptable range, but seemed to have a tendency to take large leaps, only to settle down 

again to around where it was before.  The notes which caused these large leaps also broke 

the rule that notes should be within the range of the part.

Furthermore, the chorale closely follows two out of the five rules laid out in 

section 3.4 – there were almost no second inversion chords or parallel octaves or fifths in 

any of the examined chorales, but there were a large amount of crossing parts, non-

harmonic tones which didn't conform to the acceptable types, and in some places the 

chorale failed to follow the specified chord progression, while in other, fewer parts it did 

follow the progression.

In order to produce more desirable results, the weight on the parameter which 

grades how well the parts stayed in the desired range could be increased.  If most notes 

fell within their parts, that would likely increase the number of acceptable intervals.  This 

would also reduce the number of times voices cross.  Additionally, the two rules that the 

chorale does manage to follow are also the ones which got the large weights as 

determined by section 4.1.  It is possible that by increasing the weight of the parameter 

which grades how well the chorale follows the chord progression, less non-harmonic 
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tones would be created, solving two problems at once.  Additionally, if the model of the 

genetic algorithm was updated, it may be possible to get better performance or possibly 

eliminate one or more fitness criteria.

5.4. Results from the reconstruction of Bach.

The final experiment which was performed in this thesis was to import a chorale 

composed by J.S. Bach, and to use distorted versions of it as the initial seed population 

for our genetic algorithm.  A population of melodies was imported by copying the Bach 

piece and randomly changing the tone of a percentage of the notes.  The genetic 

algorithm was then run on this same initial seed population for varying percentage 

supplied as input to the function which distorts the Bach chorale.

After each genetic algorithm has ended, the chorales in the population are then 

compared to the Bach chorale to give a percentage of notes which are the same in both 

pieces.  The maximum, average and minimum scores were recorded for each parameter 

used for distortion of the initial population.

A plot of the results can be found in figure 6, once again created in Maple 16 

(Waterloo Maple Inc.. 2012).  Additionally, the full results of the tests are stored as files 

on this thesis' media CD in the directory “/finished tests/Bach Reconstruction”.  
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Figure 6:  Percentage of notes matching vs. percentage of melody distorted.  Created 

in Maple 16 [15]

From the data available in figure 6, we calculated the Pearson product-moment 

correlation coefficient to be -.227, indicating that no correlation exists between 

percentage of the chorale which was modified and the percentage of identical notes 

between the best result of the evolution and the chorale created by Bach himself.  The 

lack of convergence to the Bach piece is disappointing, but does not mean that the 

algorithm is not working.  As we previously theorized, if the mutation scheme is not 
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working well enough to actually enable the population to move away from a local 

maximum, then the population may very well get stuck in a sub-optimal solution which is 

determined entirely randomly when the Bach chorale was distorted.
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6. Conclusion

In this thesis, we created a two-stage genetic algorithm which composes first 

melodies, then entire chorales.  We ran a number of tests to determine the optimal way to 

assign fitness scores to the organisms and to determine the optimal parameter sets for 

both stages of the genetic algorithm.  We used the results from these tests to conclude that 

some of the parameters which contributed to the fitness score were more important to the 

overall score than others, and that some apparently did not strongly affect the fitness 

score.  We also concluded that the mutation scheme is possibly not strongly affecting the 

outcome of the algorithm, and that more mutation schemes would have to be 

implemented and tested in order to draw further conclusions.  

 

6.1. Future work

Although the current implementation of this genetic algorithm can produce music, 

it is in some ways limited.  The fitness function for the Chorale GA stage requires a 

desired chord progression as input in order to analyze the more complex non-harmonic 

tones.  Ultimately, I wish to broaden the possibilities of the algorithm in regards to what 

is possible for it to create.  If I want to extend the ability of the algorithm to produce 

many chorales with different chord progressions, the fitness function for evaluating 

chorales would have to be modified to simply look for chord progressions that follow the 

phrase model (of which there are many) instead of one specific chord progression which 

is predetermined.  This may make it more difficult for the algorithm to reproduce the 

piece composed by Bach, as it will create a wider variety of chorales which have different 
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chord progressions.  On the other hand, the increased variety of the pool of candidate 

solutions may make the breeding process more efficient.

Additionally, this genetic algorithm currently only produces music in one key.  It 

would not be complex to add more keys to its repertoire, however, mostly because of the 

way that the algorithm generates random melodies.  Because it randomly generates notes 

by drawing upon a list of possible pitches and durations of the note, all that needs to be 

done to extend its functionality to multiple keys is to add a Key class statement with 

values representing the possible pitches of every key.  Then either the algorithm can 

select a key randomly or a user may pass a key as a parameter when initiating the genetic 

algorithm. 

Another similar area which could be improved upon is the algorithm's capacity to 

create music in minor keys.  Currently, the algorithm only produces music in major keys, 

but to add minor keys would take a significant time investment because of the additional 

constraints which must be implemented into the system based on the rules for minor key 

composition.

The algorithm also lacks the capacity to produce triplets.  Including triplets in the 

future would widely diversify the kinds of rhythms which could be produced, which 

could potentially lead to a better final product after evolution is complete, but also entails 

a larger solution space.

Finally, I would like to try a variation on the genetic algorithm's model.  The two-

stage algorithm worked, but I feel that the final product would possibly benefit as a whole 

by encompassing the two stages in a single stage, as described in section 4.2.  This would 
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require a slight variation of the current code structure to create a single stage genetic 

algorithm.
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